
Deep Reinforcement Learning
- Policy Approximation

Prof Dr Ioannis Athanasiadis   www.wur.ai

Dr Michiel Kallenberg and Hilmy Baja

June 12, 2023



Programme of the Day

▪ Pong from Pixels (some intuition behind PO)

▪ Policy Approximation

▪ Proximal Policy Approximation

▪ Workbook 1: Landing to the moon

▪ Workbook 2: Crop Fertilization with RL



▪ Similar to what happened to Machine Vision!

Progress in RL is not driven by new amazing ideas!

▪ 2013: ATARI Deep Q Learning, where the function 
approximator is a ConvNet (Mnih et al, 2013) 

▪ 2017: AlphaGo employs policy gradients with Monte Carlo 
Tree Search (Silver et al, 2017)

▪ Today: RL with Policy gradients
     Offline training
     End-to-end training!

Deep Reinforcement Learning

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


Pong from Pixels

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

▪ A simple RL task 
special case of MDP

▪ Observe: image frame 210x160x3

▪ Action: Paddle Up/Down

▪ Reward:
+1 the ball went past the opponent
-1 if we missed the ball
0 otherwise

https://karpathy.github.io/2016/05/31/rl/


Policy network to implement our agent!

▪ Decide what to do:     move UP or DOWN

▪ Based on the state of the game: 
Raw image pixels (100,800 numbers total (210*160*3))

▪ In this case:

the policy network 
is a 2-layer 
fully-connected net.

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

How many trainable parameters are there?

https://karpathy.github.io/2016/05/31/rl/


▪ Get the first image (100,800 numbers) and feed it to the 
Policy Network. It suggests to go UP

▪ The game responds that we get 0 reward this time step and 
gives us another 100,800 numbers for the next frame!

▪ Repeat!

How do Policy Networks learn?

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


▪ Get the first image (100,800 numbers) and feed it to the 
Policy Network. It suggests to go UP

▪ The game responds that we get 0 reward this time step and 
gives us another 100,800 numbers for the next frame!

▪ Repeat!

▪ We could repeat this process for hundred timesteps before 
we get any non-zero reward!

▪ That’s great, but how can we tell what made that happen?
And how to update the Network Parameters?

How do Policy Networks learn?

Credit assignment problem

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


Back to Supervised Learning

▪ Had we been able to assign a correct label to each agent action…

▪ Policy network calculates probability of going UP as 30% (logprob -
1.2) and DOWN as 70% (logprob -0.36).

▪ In Supervised learning: ”teacher” says that the right label is UP 
Set the gradients for the labels

▪ Use backpropagation to compute the parameter gradients

▪ Change all parameters to make the network slightly more likely to 
predict the correct action (UP in this case) 

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


Policy gradients and RL!
What do we do when we do not have labels?

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

▪ Policy network calculates probability of going UP as 30% and DOWN as 70% 

▪ Sample an action from the distribution (DOWN). 
Set the gradient to be one for DOWN! -> But we do not know if it is any good! 

▪ Wait until the end of the game. Take the reward we get (either +1 if we won 
or -1 if we lost), and enter that scalar as the gradient for the action we have 
taken!

▪ Use backpropagation to compute the parameter gradients

▪ Change all parameters to make the network slightly more likely to predict the 
correct action (UP in this case) 

https://karpathy.github.io/2016/05/31/rl/


Policy gradients and RL!

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

▪ We have a stochastic policy that samples actions 

▪ Actions that happen to eventually lead to good outcomes 
get encouraged in the future, 

▪ Actions taken that lead to bad outcomes get discouraged. 

https://karpathy.github.io/2016/05/31/rl/


Training protocol

▪ Run a policy for a several iterations (games). 

▪ Track what actions led to high rewards and. 

▪ Increase their probability via backprop!

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


Question(s)

The agent made a good action in frame 50 (bouncing the ball 
back correctly), but then missed the ball in frame 150, and 
lost the game.

▪ Will all actions in this game be labeled as bad?

▪ Would that discourage (also) the correct bounce on frame 
50?

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


Discounted reward

▪ So far we have judged the goodness of every individual action 
based on whether or not the agent wins the game.

▪ In a more general RL setting we would receive some 
reward rt at every time step. 

▪ One common choice is to use a discounted reward, so that

 Rt=Σ γk rt+k
 where γ is a number between 0 and 1 
 called a discount factor (e.g. 0.99)

(A good idea is also to standardize the returns before backprop)

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


Putting it all together

▪ Using OpenGyms ATARI 2600

▪ 2-layer policy network 
with 200 hidden units

▪ 10 episodes of few dozen games 
each (one game= 21 wins)

▪ Approx. 8,000 number of episodes 
i.e. played roughly 200,000 Pong 
games

▪ Trained for 3 nights on a CPU

https://youtu.be/YOW8m2YGtRg?list=TLGG2Hi1VyMnZ7gxMTA2MjA
yMw



Learned weights

▪ White pixels are positive weights and black pixels are 
negative weights

A. Karpathy, Deep Reinforcement Learning: Pong from Pixels, 2016

https://karpathy.github.io/2016/05/31/rl/


What is policy approximation?

▪ Policy approximation is a reinforcement learning technique 
that uses a parameterized policy to approximate the optimal 
policy.

▪ The policy is represented as a probability distribution over 
actions, and the parameters of the policy are updated using 
gradient descent.

J. Zhang, Reinforcement Learning — Policy Approximation, Towards Data Science, 2019

https://towardsdatascience.com/reinforcement-learning-policy-approximation-f5606ad3d909


Why use Policy Approximation?

▪ Policy approximation can be used to solve reinforcement 
learning problems with continuous state and action spaces.

▪ Value-based methods cannot be used to solve these 
problems because they require a function approximation for 
the value function, which is difficult to learn for continuous 
state and action spaces.

J. Zhang, Reinforcement Learning — Policy Approximation, Towards Data Science, 2019

https://towardsdatascience.com/reinforcement-learning-policy-approximation-f5606ad3d909


Applications of Policy Approximation

▪ Games

▪ Robotics

▪ Finance

and lately…

▪ Agriculture!



How does Policy Approximation work?

▪ The policy is represented as a neural network, and the 
parameters of the neural network are updated using 
gradient descent.

▪ The gradient of the expected return with respect to the 
parameters of the neural network is estimated using the 
policy gradient theorem.

J. Zhang, Reinforcement Learning — Policy Approximation, Towards Data Science, 2019

https://towardsdatascience.com/reinforcement-learning-policy-approximation-f5606ad3d909


What are the benefits of Policy Approximation?

▪ Policy approximation can be used to solve problems that are 
too large or complex for value-based methods.

▪ Policy approximation can be used to learn policies that are 
more robust to changes in the environment.

▪ Policy approximation can be used to learn policies that are 
more efficient in terms of computation and time.

J. Zhang, Reinforcement Learning — Policy Approximation, Towards Data Science, 2019

https://towardsdatascience.com/reinforcement-learning-policy-approximation-f5606ad3d909


What are the challenges of Policy 
Approximation?

▪ Policy approximation can be more difficult to train than 
value-based methods.

▪ Policy approximation can be more sensitive to 
hyperparameters.

▪ Policy approximation can be more prone to overfitting.

J. Zhang, Reinforcement Learning — Policy Approximation, Towards Data Science, 2019

https://towardsdatascience.com/reinforcement-learning-policy-approximation-f5606ad3d909


Proximal Policy Optimization (PPO)

▪ PPO is a policy gradient algorithm that was introduced in 
2017 by OpenAI. 

▪ It is a popular choice for reinforcement learning problems 
with continuous state and action spaces.

▪ PPO works by iteratively updating the policy in a way that is 
guaranteed to improve the expected return. 

This is done by maximizing a surrogate objective function 
that is based on the policy gradient theorem.

Schulman, J., Wolski, F., Dhariwal, P., Radford, A., & Klimov, O. (2017). Proximal Policy 
Optimization Algorithms. In arXiv [cs.LG]. arXiv. http://arxiv.org/abs/1707.06347



Some intuition (Lets take a robot for hiking!)

▪ Ascend the hill by 
determining direction!

▪ If the step is too small: 
never reach the peak!

▪ If step is too big: 
fall down the cliff!

J. Hui, RL-Proximal Policy Optimization (PPO) Explained, Medium, 2018

https://jonathan-hui.medium.com/rl-proximal-policy-optimization-ppo-explained-77f014ec3f12


Some intuition (Lets take a robot for hiking!)

J. Hui, RL-Proximal Policy Optimization (PPO) Explained, Medium, 2018

▪ Define a “trust region”
(yellow circle)

▪ Locate the optimal point 
within that region 

▪ Repeat

▪ Trust region can be fixed, 
or dynamic

https://jonathan-hui.medium.com/rl-proximal-policy-optimization-ppo-explained-77f014ec3f12


PPO – how does it work in a nutshell?

▪ Uses a clipped objective function to ensure that the updated 
policy is close to the old policy. 

This helps to prevent the policy from diverging too much 
during training.

▪ Uses a trust region to limit the size of the updates to the 
policy parameters. 

This helps to prevent the policy from overfitting to the 
training data.



PPO advantages

▪ It is more stable and converges faster than other policy 
gradient algorithms.

▪ It is less sensitive to hyperparameters.

▪ It can be used to learn policies for more complex problems.



RL Software ecosystem

Open AI Gym (2016-2020)

Farama Gymnasium 2021-onwards 

Imgae from: https://farama.org/Announcing-The-Farama-Foundation



Practicals

▪ Practical #1: Land to the Moon with Gym’s Lunar Lander

Practice with both DQN and PPO

▪ Practical #2: Learn to fertilize nitrogen in wheat fields, 
using CropGym

Practice with both DQN and PPO
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